AC 2012-3123: SURVEY AND ANALYSIS OF COURSES ON THE SUBJECT OF INFORMATION RETRIEVAL AND WEB SEARCH

Dr. Xiannong Meng, Bucknell University

Xiannong Meng is a professor of computer science in the Department of Computer Science at Bucknell University in Lewisburg, Penn., USA. His research interests include distributed computing, data mining, intelligent web search, operating systems, and computer networks. He received his Ph.D. in computer science from Worcester Polytechnic Institute in Worcester, Mass., USA.

Dr. Song Xing, California State University, Los Angeles

Song Xing received his B.S. and M.S. degrees in electrical engineering from Southeast University, China, in 1985 and 1990, respectively, and his Ph.D. degree in electrical and computer engineering from George Mason University, Va., in 2003. From 1985 to 1995, he was a lecturer in the Radio Engineering Department at Southeast University, China. He was also a researcher at the National Mobile Communications Research Laboratory, China, from 1990 to 1995. He was a Visiting Researcher in the Electrical and Computer Engineering departments at the University of Michigan, Dearborn, from Feb. 1995 to April 1995 and at Boston University from May 1995 to Aug. 1996, respectively. From August 1997 to May 2003, he was an instructor with the Electrical and Computer Engineering Department and a Teaching/Research assistant in the Electrical and Computer Engineering, Computer Science, and Information Systems departments at George Mason University. In 2003, Xing joined California State University, Los Angeles, where he is currently an Associate Professor in the Information Systems Department.

Ms. Wang Wei, Southeast University

Wang Wei is a CCF member and Associate Professor in the School of Computer Science and Engineering. Born in the city of ChangChun, China, Wei received a M.S. in Southeast University (SEU) in 2011. Wei worked at Southeast University since 1991, and beginning in 2011, worked at the School of Computer Science and Engineering, SEU.

©American Society for Engineering Education, 2012
Survey and Analysis of Courses on the Subject of Information Retrieval and Web Search

Abstract
In this paper, we present the result of our survey and analysis of courses on the subject of information retrieval and web search offered by colleges and universities in the U.S.A. and in China. We collected the information available on the web about 40 relevant courses. We concentrate on the goals of the course, main contents covered, textbooks used, and the student programming projects.

Most these courses are offered either for upper level undergraduate through entry level graduate students in the area of computer science and computer engineering or for students from the information science and linguistics science. These courses concentrate on the technical aspects of information retrieval. For example, the computer science courses mostly deal with information processing and search over the web while a linguistic or information science course may discuss more the language aspect and information science aspect. There is also a segment of courses designed for general audience who are the end users of information retrieval systems. These courses discuss more on the user interface, human factors, and social impact of the web search technologies.

We believe the information presented in the paper will help design, implementation, or revision of courses on the subject of information retrieval with various target audience in mind, especially for students at the undergraduate level.

1. Introduction

The pervasive nature of World Wide Web (the web) and social networks such as Facebook and LinkedIn presents tremendous opportunity and challenge for general users who use these systems everyday as well as scientists and engineers who design and build the infrastructures for these systems. One of the critical features of the web and social networks is text-based search, whether done explicitly by using search engines such as Google, or done implicitly by pressing a search button on any of these sites. The core of text-based search is supported by the theories and practices of an academic branch in computer science or information science called information retrieval (IR). Because of this, interests in and demands on teaching courses that deal with the subject of IR, in particular, IR in the context of the web search have risen quickly in recent years. The target audiences, thus related to the main contents, of such courses come from two academic disciplines, those who are from the library science, and those who are from computer science and software engineering. In this paper, we present the result of our survey and analysis of courses on the subject of information retrieval and web search offered by colleges and universities across the web, mainly in the United States and in China. We collected the information available on the web from about 40 courses from different colleges and universities, six of which are from Chinese universities and research institutes. We concentrate on the goals of the course, main contents covered, textbooks used, and the student projects. We believe the information presented in the paper can help design, implementation, or revision of courses on the subject of information
retrieval with various target audience groups in mind, especially for students at the undergraduate level.

The data presented here about these courses are collected through their websites. Thus the information is inherently incomplete for many reasons, such as that the instructors didn’t have time to update the web content, or that some course contents are available only to internal audience through courseware such as BlackBoard or Moodle. We do our best to summarize the collected data into a coherent segment of information. The raw data used in this paper are listed in Appendix A (course websites), Appendix B (textbooks used), and Appendix C (list of course objectives and goals by each course when available). Readers can also visit the information online at one of authors’ website at http://www.eg.bucknell.edu/~xmeng/webir-resources-asee2012.html.

The rest of the paper is organized as follows. Section 2 is a review of other surveys of similar nature and general discussions of teaching and learning on the subject of information retrieval and web search. In Section 3, we present our method of study and data collection. The course titles and objectives, major topics, textbooks and projects are discussed in Section 4, 5, 6, and 7, respectively, followed by some concluding remarks in Section 8.

2. A Brief Review of the Literature

We review in this section the literature concerning the teaching and learning of information retrieval. With increased interest in and importance of information retrieval and web search, more and more research projects have been on the subject of teaching and learning of information retrieval. Fernandez-Luna et al.\cite{Fernandez-Luna12} presented a comprehensive review of the state of teaching and learning of information retrieval. In their paper, the authors presented taxonomy, educational goals, teaching and learning methods, assessment, and curricula regarding the subject of teaching and learning of information retrieval. The authors collected and analyzed 159 papers during the 40-year period of 1968 to 2008 that has anything to do with teaching and learning of information retrieval. The authors found that about 85 percent of these papers are from the field of library science and computer science. This collection of papers gives a trend in the evolution of information retrieval. While the authors didn’t give a full list of the 159 papers, they did list 104 references in their survey paper, which is invaluable to the community of information retrieval education. The British Computer Society (BCS) held two international workshops on the teaching and learning of information retrieval (TLIR 2007\cite{BCS2007} and TLIR 2008\cite{BCS2008}). The proceedings of these two workshops contain rich collection of papers on various subjects related to the teaching and learning of information retrieval. In the 2007 workshop, a total of 10 papers were presented, topics ranging from learning environment (e.g., E-learning), to teaching strategies (math, IR, and web search), and to curricula and evaluation. In the 2008 workshop, a total of four papers were presented. The four papers discussed the topics of teaching IR as a philosophy problem, relation between search and engines, a holistic approach to teaching IR, and a report of developing a search engine as a practical project in teaching IR. In addition, other papers have been published on the subject of teaching IR in recent years. McCown\cite{McCown18} contrasted his experience in teaching an IR course in which students develop a search engine from scratch with the one in which students revise code in an existing search engine. Each of the two approaches has its pros and cons, developing a search engine from scratch gives students a
greater understanding of what is behind the scene in a search engine but the end-product may be less polished, while revising existing search engine code may accomplish more functionality but students would have to overcome some steep learning curve. Zhu and Tang\textsuperscript{33} proposed a module-based integration of IR topics into different courses in an undergraduate curriculum. Meng\textsuperscript{20,21} presented the two cases teaching IR, one for computer science students who developed a search engine from scratch, the other for non-technical students who learned how to work with search engines and the societal impact as a result of the pervasive use of search engines.

Judging by the amount of publications and the number of courses available on the web, one can tell that overall interest in teaching and learning information retrieval in colleges and universities has been on the rise. While many aspects of teaching and learning information retrieval have been discussed in previous papers, we believe our unique contribution in this paper is to provide a survey of course contents, goals, textbooks used, and projects that are available on the web. Instructors who are interested in teaching such a course will find this collection of information useful in helping the development of a new course or revision of an existing course. Students who wish to learn the content on their own can also benefit from this collection of information.

3. Method of Study and Data Collection

The authors searched through the web for courses on the subject of information retrieval, web search, and web data mining. Each of these sites were manually visited, a few sites that didn’t contain any technical content (e.g., websites that only listed a course title without any further information available on the web) were removed. We kept the sites in this survey that at the least we could identify the course title, instructor(s) of the course, and a list of main topics of the course. Most of the sites contain much richer contents than the aforementioned minimum amount of information. Among the additional information found on these sites include teaching schedules, topics discussed in the course, lecture notes, detailed homework and project assignments, and any combinations of the above. In the end, information from a total of 38 course websites is collected. Twenty-eight courses of the 38 total have been taught since 2007 (a five-year window through spring 2012). A list of these 28 course websites is in Appendix A.

4. Course Titles, Goals, and Objectives

Collectively the following different course titles are used in the courses we were able to find on the web (see Appendix A for complete information). The numbers in the parenthesis, if any, are the repeat count.

- Information Retrieval (7)
- Information Retrieval and Data Mining
- Information Retrieval and Search Engines
- Information Retrieval and Web Agents
- Information Retrieval and Web Search (3)
- Intelligent Information Retrieval
- Intelligent Information Retrieval and Web Search
- Introduction to Information Retrieval
- Modern Information Retrieval
- Search Engines and Web Navigation
As can be seen, if we remove peripheral phrases such as “introduction”, “intelligent”, and “modern”, and put phrases such as “web search” and “web search engine” into the same category, we could classify the course titles into three categories:

1. Courses that emphasize the theme of information retrieval;
2. Courses that emphasize the theme of web search and data mining; and
3. Courses that combine the above two themes.

If we consider “web search” and “data mining” as two very different categories, the courses probably could be divided into four groups, those concentrating on information retrieval, those on web search, those on data mining, and those that combine all three (information retrieval, web search, and data mining).

While the exact course goals and objectives vary from different courses, a subset of course goals and objectives are common. These common goals or objectives include theory, practice, and implementation of information retrieval and its application in web search. The common goals reflect the nature and the contents of the courses. Here are some quotes from the course websites regarding the goals or objectives of the courses.

- Look at the methods used to search for and retrieve information from collections of documents, including Web search systems and library catalogs. The course combines theoretical and practical approaches, and includes sections on user interfaces and evaluation of the effectiveness of information retrieval systems.³
- Study the theory, design, and implementation of text-based information systems.⁸
- Discuss the design of a Web search engine and the extraction of information off the Web.¹⁰
- Focus on the technologies for storing and retrieving large-scale hypertext datasets. Particular emphasis is given to the data structures and algorithms needed to build efficient search engines for the World Wide Web (WWW).¹¹
- Introduce students to the principles of information storage and retrieval systems and databases.¹³
- Understand the how the Web is organized, understand the characteristics and limitations of web search, develop several of the components to implement a web search engine, and make a significant contribution to an open source search engine project.¹⁷
- Study the basic principles and practical algorithms used for those Web Information Systems.²⁷
- Discuss theory and practice of searching and retrieval of text and bibliographic information.²⁸
Survey principles and techniques in information retrieval with a focus on text databases, including automatic indexing, search techniques, query mechanisms, relevance feedback, and evaluation methodology. Students will examine the performance of selected commercial and web-based systems.

5. Topics Covered in the Courses

Since a course in the area of information retrieval and web search typically is an elective one, there are no required core components to cover, as one might find in other courses where the core is designated by the ACM and IEEE curriculum guidelines. The exact topics vary from course to course, depending on the audience, the interests and expertise of the instructor(s), and other factors. Here we summarize the course topics in two groups, one focuses on the area of information retrieval, and the second focuses on search engines and related web technologies.

1. Main topics of information retrieval:
   - Typical topics include text indexing, common retrieval models such as Boolean, vector, and probabilistic models, retrieval evaluation, query languages and operations, user modeling, and interface issues.

2. Main topics of web search engines and technologies:
   - Typical topics include web search, crawling and indexes, link analysis, web meta-data, search engine architectures, web usage mining, spam and advertising, and social networks.

Most of the courses discuss a combination of the topics in the two main areas, information retrieval theory and its applications in software systems such as web search engines. A few courses are notably more tailored towards general information retrieval such as the one at CMU and the one at UMass, while a few others are more explicitly on the subjects of web search such as the one at NYU and the one at Harding University.

6. Textbooks

Throughout the courses we surveyed, the textbook by Manning, Raghavan, and Schütze (MRS) is by far the most popular one, 17 of the 28 courses use it as one of the main textbooks, including three universities in China. The other two popular books are the one by Baeza-Yates and Ribeiro-Neto (BYRN) (eight of 28) and the one by Croft, Metzler, and Strohman (CMS) (five of 28). Both MRS and BYRN concentrate on the topics in information retrieval in general. MRS presents a more recent treatment of the topics than those of the BYRN as it is dated in 1999. Though the authors of BYRN have a new version of their book in 2011, the courses in our survey all quoted the book in its 1999 version at the time of our survey.

The authors of MRS aim the book at introductory level of graduate and upper level undergraduate students. The book contains a total of 21 chapters, each of which, according to the authors, can be covered in about one lecture unit of 75 to 90 minutes. The first eight chapters cover the core of information retrieval which includes retrieval models, index construction, term weights, ranking computation, and evaluation of retrieval. The second part of the book deals with more advanced topics using the foundation built in the first eight chapters. Various topics are discussed in this part, such as query processing, language models, classification and clustering, matrix decomposition, link analysis and other web search engine basics. BYRN, like MRS, starts with chapters that cover the basics of IR. The topics discussed in BYRN that are not in MRS include parallel and distributed IR, user interface and visualization, multimedia IR, and digital
The book by CMS puts more emphasis on the science and engineering behind the application of the information retrieval in web search engines. The book uses web search engines as a vehicle to discuss the topics in IR. The book studies more algorithms and data structures related to information retrieval that are used in search engines. In addition to these three popular books, about 25 other books are used as main text or main reference in the surveyed the courses. See Appendix B for a complete list.

7. Projects and Exercises

We consider here projects to be programming exercises that can result in some usable software components realizing a functional goal. Based on this loose definition, we found that the projects in the courses surveyed, when the descriptions are available, can be roughly divided into three categories, the ones that build a complete search system (simple or complex), the ones that modify a part or parts of an existing search system, and the ones that create a piece of software that functions as a stand-alone program to process, rank, or do other work on a body of text, but otherwise not as a complete search system.

Projects that fall into the first category, building a complete search system using a high level programming language include Davis\textsuperscript{10} in which students build a question-answer system using web content; Mihalcea\textsuperscript{22} in which students build a search engine within the UNT domain; and Yarowsky\textsuperscript{32} in which students can choose to build systems to find friends, to classify news articles, or to help shopping. Projects that fall into the second category, modifying or creating a component to work with an existing search system include Agichtein\textsuperscript{1} in which students implement a ranking function for the Lucene open-source search engine; McCown\textsuperscript{10} in which students revise parts of the existing search engine Nutch; Strzalkowski\textsuperscript{18} in which students extend a selected component in Lucene such as term weight, page scoring, query expansion, and relevance feedback. Projects that fall into the third category include Callan\textsuperscript{4} in which students can choose to build personalized PageRank component, or a text classifier using Naïve Bayes method; Allan\textsuperscript{2} in which students are asked to write software to process, classify, index, and search a dataset from Enron employees’ emails, the size of which is about half a million; Wilson\textsuperscript{31} in which students build an indexer through a series of smaller programming exercises.

8. Conclusions

In this paper, we present the result of our survey and analysis of courses on the subject of information retrieval and web search offered by colleges and universities across the web, mainly in the United States and in China. We collected the information available on the web from about 40 courses from different colleges and universities, six of which are from Chinese universities and research institutes. We concentrate on the goals of the course, main contents covered, textbooks used, and the student projects. The course contents can be roughly divided into two segments, the core of information retrieval, and some advanced topics and the applications of information retrieval to systems such as search engines. Among the two dozens of different textbooks used as a main reference in the courses, three are standing out as the most popular ones, that is, MRS\textsuperscript{16}, CMT\textsuperscript{9}, and BYRN\textsuperscript{5}. While MRS and BYRN both present a more broad perspective on the subject of information retrieval, CMT uses a search engine as the main thread
of application of information retrieval, thus, the book contains more computer science specific information such as data structures and algorithms. Student programming projects in general fall into one of three categories, those that develop a search engine from scratch, those that revise a part or parts of an existing search engine, and those that develop stand-alone software to accomplish a particular functionality of a information retrieval system. We believe the information presented in the paper will help design, implementation, or revision of courses on the subject of information retrieval with various target audience groups in mind, especially for students at the undergraduate level.

References


Appendix A: List of course websites in the courses surveyed


The following sites are from Chinese universities and research institutes, some of which are in English, some in Chinese, and some in mixed English and Chinese.


**Appendix B: A complete list of textbooks referenced in the courses surveyed**


Appendix C: Course goals, objectives, and topics which are accessible from the web

Professor Eugene Agichtein. CS572: Information Retrieval and Web Search at Emory (spring 2010)
- Basic and advanced techniques for text-based information systems: text indexing; Boolean, vector space, and probabilistic retrieval models; evaluation, feedback, user modeling, and interface issues; Web search including crawling, link-based algorithms, and Web metadata; text/Web clustering, classification; information extraction and text mining; Web2.0: Social networks, community systems, and user-generated content.

Professor James Allan CMPSCI 646: Information Retrieval at UMass (fall 2010)
- Core topics include material necessary to understand how an IR system is constructed and functions -- in particular, the material needed to carry out the class programming assignments. The following topics will be covered, though the order will be determined in part by student interest and class discussion: Evaluation, Retrieval models, Statistics of text, Indexing models, File organization, Efficiency, possibly including compression, Clustering, Relevance feedback, Document filtering, Distributed retrieval, Web search, Question answering, Multimedia retrieval, Cross-language retrieval, Advanced evaluation issues, Interactive retrieval, Interaction with Natural Language Processing

Professor William Y. Arms. Information Retrieval at Cornell (fall 2007)
- This course looks at the methods used to search for and retrieve information from collections of documents, including Web search systems and library catalogs. The course combines theoretical and practical approaches, and includes sections on user interfaces and evaluation of the effectiveness of information retrieval systems.

Professors Jamie Callan and Yiming Yang. 11-741: Information Retrieval at CMU (spring 2011)
- This course studies the theory, design, and implementation of text-based information systems. The Information Retrieval core components of the course include statistical characteristics of text, representation of information needs and documents, several important retrieval models (Boolean, vector space, probabilistic, inference net, language modeling, link analysis), clustering algorithms, collaborative filtering, automatic text categorization, and experimental evaluation. The software architecture components include design and implementation of high-capacity text retrieval and text filtering systems.

Professor Ernest Davis. G22.2580: Web Search Engines at New York University (fall 2007)
- We will discuss the design of a Web search engine and the extraction of information off the Web. Topics include: Web crawlers, Database design, Query language, Relevance ranking, Document

Professor Brian Davison. CSE345/445: WWW Search Engines Algorithms, Architectures and Implementations at Lehigh University (Spring 2009)

- This course focuses on the technologies for storing and retrieving large-scale hypertext datasets. Particular emphasis is given to the data structures and algorithms needed to build efficient search engines for the World Wide Web (WWW). Topics covered include: information retrieval (IR) models, performance evaluation, query languages and operations, properties of hypertext, crawling, indexing, searching, ranking, link analysis, parallel and distributed IR, and user interfaces. Students will participate in class projects involving both the creation and management of a large document collection on the WWW. These projects will require programming in languages such as Perl/CGI, C/C++, or Java.

Professor C. Lee Giles. IST 441: Information Retrieval and Search Engines at Penn State (spring 2012)

- This course will introduce students to the principles of information storage and retrieval systems and databases. Students will learn how effective information search and retrieval is interrelated with the organization and description of information to be retrieved. Students will also learn to use a set of tools and procedures for organizing information, will become familiar with the techniques involved in conducting effective searches of print and online information resources and will build a vertical/specialty search engine.

Professor Mark Levene. Search Engines and Web Navigation at Birkbeck University of London (fall 2011)

- Course content: The structure of the web - web metrics, Find information on the web - search and navigation, How people use the web - web data mining.

Professor Frank McCown. COMP 475: Search Engine Development at Harding (spring 2009)

- The purpose of this class is understand the how the Web is organized, understand the characteristics and limitations of web search, develop several of the components to implement a web search engine, and make a significant contribution to an open source search engine project.

Professor Paul McNamee. 605.744: Information Retrieval at Johns Hopkins (spring 2011)

- This course covers the storage and retrieval of unstructured digital information. Topics include automatic index construction, retrieval models, textual representations, efficiency issues, search engines, text classification, and multilingual retrieval.

Professor Rada Mihalcea. CSCE 5200 Information Retrieval and Web Search at University of North Texas (spring 2011)

- This course will cover traditional material, as well as recent advances in Information Retrieval (IR), the study of indexing, processing, and querying textual data. Basic retrieval models, algorithms, and IR system implementations will be covered. The course will also address more advanced topics in "intelligent" IR, including Natural Language Processing techniques, and "smart" Web agents.

Dr. Raymond Mooney. Intelligent Information Retrieval and Web Search Course at UT Austin (fall 2011)

- This course will cover traditional material as well as recent advances in information retrieval (IR), the study of the processing, indexing, querying, organization, and classification of textual documents, including hypertext documents available on the world-wide-web.

Professors Pandu Nayak and Prabhakar Raghavan CS 276: Information Retrieval and Web Search at Stanford (spring 2011)

- Basic and advanced techniques for text-based information systems: efficient text indexing; Boolean and vector space retrieval models; evaluation and interface issues; Web search including crawling, link-based algorithms, and Web metadata; text/Web clustering, classification; text mining.

Professor Hinrich Schutze. Introduction to Information Retrieval at Stuttgart (summer 2009)

- Boolean retrieval, The term vocabulary and postings lists, Dictionaries and tolerant retrieval, Index construction, Index compression, Scoring, term weighting and the vector space model, Computing scores in a complete search system, Evaluation in information retrieval, Text classification and Naive Bayes, Vector space classification, Flat clustering, Hierarchical clustering, Web search basics, Web crawling and indexes, Link analysis

Professor Luo Si. CS 490 WIR: Web Information Retrieval and Management at Purdue (fall 2011)
• This course studies the basic principles and practical algorithms used for those Web Information Systems. The contents include: Web search, recommendation system, Web information extraction, etc. The course emphasizes both the above applications and solid modeling techniques that can be extended for other applications. Students will: Learn the techniques behind Web search engines, E-commerce recommendation systems, etc.; Get hands on project experience by developing real-world applications, such as building a small-scale Web search engine, a Web page management system, or a movie recommendation system; Learn tools and techniques to do research in the area of information retrieval or text mining; Lead to the amazing job opportunities in Search Technology and E-commerce companies such as Google, Microsoft, Yahoo! and Amazon.

Dr. George V. Wilson. *Information Retrieval* at Georgetown (spring 2008)

• The course is a survey of principles and techniques in information retrieval with a focus on text databases, including automatic indexing, search techniques, query mechanisms (Boolean queries, topic hierarchies, natural language queries), relevance feedback, and evaluation methodology. Students will examine the performance of selected commercial and web-based systems.

Dr. David Yarowsky. *Information Retrieval and Web Agents* at Johns Hopkins University (spring 2011)

• **Information Retrieval** - Topics include a comprehensive study of current document retrieval models, mail/news routing and filtering, document clustering, automatic indexing, query expansion, relevance feedback, user modelling, information visualization and usage pattern analysis.

• **Text Understanding** - This segment of the course will focus on additional language processing steps for template filling and information extraction from retrieved documents, including reference resolution, sense tagging and summarization. Emphasis will be placed on recent, primarily statistical methods.

• **Web Agents and WWW Applications** - The final segment of the course will explore current issues in information retrieval and data mining on the World Wide Web. It will focus on case studies of web agents, spiders, robots and search engines, exploring both their practical implementation and the economic and legal issues surrounding their use. One of the hot technologies of the 21st century!