Innovative Approach to Online Argumentation in Computing and Engineering Courses

Dr. Swaroop Joshi, Ohio State University

Swaroop Joshi is a Senior Lecturer in Computer Science and Engineering at Ohio State University. He is interested in a range of topics in Education Technology and Software Engineering, including but not limited to Computer-Supported Collaborative Learning, Game-Based Learning, Programming Languages, Compiler Construction and Optimization.

Dr. Neelam Soundarajan, Ohio State University

Dr. Neelam Soundarajan is an Associate Professor in the Computer Science and Engineering Department at Ohio State University. His interests include software engineering as well as innovative approaches to engineering education.

Dr. Jeremy Morris, Ohio State University

Jeremy Morris has been an Assistant Professor of Practice at The Ohio State University since 2015. He completed his PhD at The Ohio State University and his research interests lie in both artificial intelligence and Computer Science education.

©American Society for Engineering Education, 2018
1 Introduction

Many researchers (e.g., [8, 16, 18, 24, 25, 26] and others) have stressed the importance of argumentation in science education to help students develop deep understanding. This work has mostly been at the K-12 level; but argumentation is even more important for undergraduates in engineering and computing (and other STEM fields). Not only will argumentation help engineering students master concepts, it will also better prepare them for their professional careers where they can expect to engage in vigorous arguments about trade-offs in various approaches to addressing problems in their design/implementation projects.

Prior research has shown that some key requirements must be met to ensure that argumentation is most productive: The argumentation must be in small groups of 4–5 students each; each group must include students with different approaches to the topic; and the instructor should not participate in the discussion. The last requirement may seem surprising but it is critical since, otherwise, the students will simply accept whatever the instructor says and the goal of helping them achieve deep understanding will be compromised. Even if we succeed in meeting these requirements, there are a number of challenging issues that must be addressed if argumentation is to be widely used in computing and engineering courses. First, how would faculty find time in their already packed courses to accommodate small-group argumentation to any serious extent? Second, wouldn’t the most vocal students dominate such discussions while others, possibly more knowledgeable ones, stay in the background? Third, wouldn’t stereotypical biases based on race, gender and the like, that some students may harbor concerning the abilities of other students seriously affect the discussions? Etc.

We have developed a highly innovative approach and online system, CONSIDER, to address these and other problems. A CONSIDER discussion starts with the instructor posting, on the CONSIDER web app, a suitable problem. Each student then submits her individual answer by a specified deadline. Next, the instructor uses the system to form groups consisting, typically, of 4 students each based on these submissions, with each group including students with conflicting ideas about how the posted problem may be tackled; and the discussion begins. The discussion may be specified to be anonymous with students in each group being labeled S1, S2, S3, S4 or they may know each other’s identities; the discussion may be organized in a series of rounds with each student making one submission in each round and the other students not seeing the submission until the start of the next round or it may be organized in a more forum-like manner with each submission becoming available to the entire group as soon as it is made; etc. In each case, the student is required to explicitly specify whether she agrees or disagrees with the positions of each
of the students in the group.

As we will see, the current version of the CONSIDER system, following the approach recommended by the design-based research (DBR) paradigm \cite{2, 11, 23}, has evolved through a series of versions, each revision being informed by instructor and student experience. The name CONSIDER is an acronym for conflicting student ideas discussed, evaluated, and resolved (or refuted!). As the acronym suggests, the central goal is to ensure that each student in a group carefully considers conflicting conceptions held by the other students in the group and, as appropriate, refine/correct their own conception of the topic in question.

We have used CONSIDER in a number of junior-level computing courses. The results were quite positive as were student reactions. We present the results, summarize the lessons learned, and ideas for improvements. In Section 2, we summarize the theoretical framework underlying the approach and other related work. In Section 3, we describe the CONSIDER system; as we noted, the system evolved through a series of versions and we describe some of these steps as well. In Section 4, we present our research questions, the research design, and the results obtained. In Section 5, we consider the lessons learned thus far and our plans for further revision and refinement of the system based on these results.

2 Theoretical Framework

Socio-cognitive conflict, a key concept underlying the CONSIDER system, originates in Piaget’s classic work \cite{19} on children’s learning. The idea is that socio-cognitive conflict, i.e., disagreements with other learners’ conception of the same problem or topic and interaction with peers to resolve the disagreements is fundamental to the learner’s grasp of new concept since it highlights alternatives to the learner’s own conception. In resolving the conflict, the learner is forced to consider and evaluate these alternatives on equal terms. Although Piaget was concerned mainly with the intellectual growth of children, his ideas are very relevant for adult learners as well, including undergraduate engineering and, more generally, STEM students. Indeed, the approach should be more effective for these students than for the young children since these students should be more capable than young children of analyzing and evaluating others’ ideas that might conflict with their own. And given the serious problem of misconceptions harbored by students in different STEM disciplines that researchers have investigated \cite{22}, an approach which holds the promise of addressing such misconceptions is clearly worth pursuing.

A different approach, one that has been commonly used, to trigger cognitive conflict is for the instructor to present anomalous data. The expectation is that the conflict between the presented information and the student’s prior conception will trigger “disequilibrium” in the student’s thinking and cause the student to revise her conception. But Chinn and Brewer’s work \cite{4} showed that this approach failed to trigger conceptual change in a majority of college students in STEM courses. Given the authority of the teacher, many students seem to simply accept whatever the teacher says without much analysis. To put it differently, in cases where a student’s understanding conflicts with the explanation provided by the instructor, the student simply accepts the explanation without critical evaluation. By contrast, when the (cognitive) conflict is between a given student’s con-
ceptualization of the topic and those of her peers, the student is forced to evaluate the alternatives critically and pick one after careful deliberation since she, rather than the peer, may be the one whose explanation is correct.\(^1\)

Cognitive conflict is also the primary driving force behind the (in-class) peer instruction (PI) technique developed by Mazur [7] and Dufresne et al. [9] and others. In Mazur’s approach, first, each student answers a conceptual multiple choice question submitting the answer via a clicker or other similar device; then the students turn to their neighbors and, in groups of 3 or 4, discuss the question; after a few minutes of discussion, each student again answers the same question. During the discussion time, the instructor may walk around the room but deliberately does not participate. Mazur reports that the percentage of students who, following discussion with their peers, change their answer from a wrong choice to the correct one far exceeds the percentage who change from the correct choice to a wrong one. However, there are a number of limitations with this and other similar approaches, mostly related to the fact that it is a classroom technique with the activity being interspersed with regular lectures by the instructor. First, since the topic in question was just discussed in the lecture, students are not likely to have had time to think about the ideas underlying the question. Second, a group may or may not include individuals who picked different possible answers since the grouping is based essentially on where students are seated. In addition, some students, not necessarily the ones with the most developed understanding of the topic, may dominate their groups; and any stereotypical biases that students may harbor, perhaps subconsciously, may compromise the discussion. Further, the amount of time spent in the discussion is, naturally, limited; hence, students who are not quick to speak and take time to formulate precise and deliberate arguments may not contribute effectively. In our approach, as we will see, all these problems are addressed effectively by appropriately utilizing specific affordances of web technologies. Thus, e.g., the discussion in a group may be organized in a series of rounds, thereby ensuring that no one student or set of students dominates the discussion. As another example, students in a group may be labeled, say, S1, S2, S3, S4, each student in the group knowing the others in the group only by their respective labels, thereby reducing or eliminating the impact of any biases.

Turning to some of the existing work related to on-line approaches, one of the earliest was CSILE [21] which allowed students to add, modify, comment on, or delete content to build knowledge collaboratively. More recent systems along these lines use wikis since wikis can support a variety and range of learning activities and types of interactions among students [14]. Unfortunately, many of these efforts have not been effective in ensuring individual learning even if wiki-based knowledge-building efforts outside the classroom have been quite successful, the best example being Wikipedia. Thus Cole’s [6] course on information systems with 75 students in it was organized so that lectures were in alternate weeks, the other weeks being intended for students to discover new material and post to the class wiki. Students were told that fully one quarter of the questions on the final exam would be from the material they posted. But halfway through the course there had been no posts to the wiki! Leung and Chu [15] in a course on knowledge management and Judd et al. [13] in a large course on psychology report equally poor results of the use of a wiki. Rick and Guzdial [20] report that although they obtained positive results using wikis in architecture and

---

\(^1\)More commonly, the student will revise her original conception incorporating ideas from other students’ conceptions rather than simply abandoning her original conception and picking one of the others.
english composition classes, the results in STEM classes were “overwhelmingly disappointing”. For example, they report that fully 40% of math students settled for a zero on an assignment rather than engage in collaborative learning!

In one respect, the work on collaborative learning is not directly relevant to our approach since the kinds of activities considered in much of that work, e.g., team projects in capstone design courses as well as in several of the systems listed above do not, for the most part, involve students in a team trying to resolve cognitive conflicts. Indeed, students in such teams often go out of their way to not criticize the ideas offered by other members of the team for fear of offending them. More relevant for us is the work on the role of argumentation in learning. But, as Driver et al. [8] put it, “[although] argument is a central feature of the resolution of scientific controversies, science teaching has paid . . . little attention to [this] practice . . . It is our contention that . . . if science education is to help young people engage with the claims produced by science[or engineering, we might add]-in-the-making, science education must give access to these forms of argument through promoting appropriate . . . activities” Given that CONSIDER, as we will see in the next section, requires students to offer arguments defending their positions, it has the potential to help students develop strong argumentation skills. But we should note that our primary goal is to help students to develop deep conceptual understanding; the fact that, in the process, they will develop strong argumentation skills is an added bonus not the main goal. In Nussbaum’s terms [17], our interest is in having students “arguing to learn” rather than “learning to argue”.

3 The CONSIDER System and Design-Based Research

Over the last twenty five years or so, the concept of design-based research (DBR), see, e.g., [2, 3, 5, 11, 23], has become widespread. The main idea of the DBR approach is to use feedback based from actual users to revise and iteratively improve the tools we are designing. The CONSIDER approach and system has, as we will see, evolved over many iterations. The key foundation for the CONSIDER approach is, as described in the last section, provided by the central notion that socio-cognitive conflict among learners how its resolution can drive the development of deep understanding among them. We built a prototype implementation and over several semesters of use in CSE courses, on the basis of feedback from instructors and students, revised and refined it in an iterative cycle. In this section, we will focus on the current version of the system but, along the way, will also mention some of the refinements the system has gone through.

Figure 1: Structure of CONSIDER approach

Figure 1 depicts the overall structure of the CONSIDER approach. The details of the box labeled “Peer Discussions” will be tailored to effect key variations in how the students in a group engage in the discussion as we will see below. Class Lecture is simply a standard lecture or lectures on a specific topic of the course. The boxes labeled Pre-Test, Peer Discussions, and Post-Test will take place on the CONSIDER system.
Let us now consider some details of the approach. We will use an example from our Software Engineering (SE) course. This is a fairly typical SE course, taken by juniors/seniors majoring in CSE. A main goal of the course is to help students recognize the importance of a systematic approach to understanding the overall domain in which the software system to be built is intended to operate, understand the problem in that domain that the software system is meant to help address, and the solution approach to be adopted in the software system. Quite often, however, students want to jump straight into designing and coding the software system without going through a careful analysis of the domain, the problem in the context of the domain, etc. Indeed, frequently there is confusion between the domain problem and specific algorithmic or data-structure related problems that might be encountered when developing the software system. The assignment below may be intended to help correct such misunderstandings.

**Homework:** Your team has been asked to build a campus wayfinding system to help visually impaired students. Identify the category of analysis –that is, domain, problem, or solution– for each of the following elements, identified during analysis. Briefly explain why.

1. A catalog of the various types of building on a college campus;
2. The list of hard-to-find buildings on campus;
3. The range of visual and cognitive impairments that people suffer from;
4. Strategies by which people find their way in an unknown area – such as asking passers-by or by identifying major streets.

Item (3) is especially interesting. Many students think it falls under the problem category. In fact, however, it is part of the domain as it provides information about the range of impairments people suffer from. The software system, after all, is not intended to solve the problem of visual impairments (as for example would be the case if we were designing software for an artificial eye to help the person see). Different students come up with different answers and with different justifications. The standard approach would be to have a discussion on the question in class, typically in the same class period as the one in which the graded homeworks are returned to the students. The class discussion helps some students, but others remain unclear about the distinctions between the notions of domain, problem in the domain context, and solution. The key question that motivated our work was, how do we help students overcome such misconceptions and develop deep understanding?

In the CONSIDER approach, following the lecture(s) on the topic, the instructor would post the homework on the CONSIDER system. The instructor will also specify a deadline by which each student will be required to submit her answer. The homework may be similar to the one above but, for this discussion, we assume there is only one question, item (3) from the example. Once the instructor has posted the homework, each student will receive an email from the app asking her to log into the system and answer the question by a deadline, typically 24-36 hours away from the time the homework is posted, with the deadline also being listed in the email. The app will require the student to make a specific choice –such as “domain” or “problem” or “solution”, and to include a brief justification as part of her answer. We will refer to this as the student’s initial submission. Note, these initial submissions are made by individual students and each reflects the particular student’s (initial/current) conception of the problem. Also, a student
can log back in any time before the deadline and modify her answer if she wants to. Figure 2 shows the initial submission made by one of the students. This student indeed has a misconception and thinks the specified item belongs to the *Problem* category; and provides her rationale. Once the deadline for the initial submission expires, the system will (try to) automatically form groups of 4 or 5 students each with each group containing students who chose different answers. If most students picked the same choice, the instructor will have to form the groups based on differences in the students’ justifications\(^2\).

Before considering how the discussion takes place, we should note that when the instructor initially creates the homework assignment on the app (using an instructor interface which we will not detail), she will also specify various important aspects of the discussion such as whether the discussion will be *forum-based* or *round-based* (see below); whether it will be anonymous, so that students in each group will know each other as *S1, S2* etc. or students will see the identities of the other students in the group; the deadline for each phase of the discussion; in the case of round-based discussions, this will include specifying the number of rounds and the deadline for each round and it will include specifying the deadline for the final submission phase. For our current example, let us assume that the instructor has chosen the discussion to be anonymous and round-based. In a round-based discussion, each round will be of a fixed duration (specified by the instructor when she created the assignment). During each round, each student is required to make one post by the deadline for the round; but the student may log in as many times as she chooses before the deadline and edit her post as she chooses. As in the case of the initial submission, only the most recent version of the post will be saved. In our experience, a duration of 24 hours per round seems ideal. It allows students time to correct any mistakes they might make when making an early submission during a given round, and accounts for the varying time schedules of students. Also in our experience, the appropriate number of rounds for typical homeworks in courses in computing at this level seems to be two. In any case, the system allows the instructor to tweak these parameters to suit the particular course, the nature of the homework and the instructor’s and students’ preferences.

Suppose the student whose initial submission is shown in Fig. 2 has been assigned to a group, call it *G*, that has three other students. Since this is an anonymous discussion, the system will assign the labels *S1, S2, S3, S4* to the four students. Let us assume that the system has assigned the label *S2* to our particular student. When *S2* logs in, once the first discussion round begins, she will be presented with the initial answers submitted by each student in (including herself), Figure 3.

---

\(^2\)Clearly, such an approach would be impractical for large classes. We will return to this issue later in the paper and consider possible changes to the approach to allow automatic group formation.
Only the initial answers of S1 and S2 (the current student) appear in the screenshot due to lack of space in the window (but see later); S2 will be able to see the answers submitted by S3 and S4 by scrolling down as needed in the central window. Note that S1 has submitted the correct answer. The hope is that when S2 reads this correct answer, she will resolve the resulting conflict by correcting her own conception.

At the bottom of the screen is a window where S2 is expected to type in her post for the current round, i.e., Round1. Unfortunately, our hope was not realized. S2 did not understand the rationale behind S1’s answer and, therefore, in her post for the current round which she has typed into the window at the bottom tries to justify her incorrect conception. Before we continue to the next round, a couple of points should be made. The other students in the group, S1, S3, S4 may also be logged in at the same time as S2 and working on their posts for this discussion round; some may have already made their posts; some may not yet have logged in. In none of these cases will any of the students see the posts that any of the others in the group may have made for the current round. This allows students to work at their own pace and, since a student can log in again and edit her post for the current round, students who may be quick with their answers or deliberate and thoughtful or anything in-between, to all work equally effectively. This is the key motivation for the round-based approach.

We made an important revision to the system based on user feedback. Our original intent was to have students use the system on smart-phones since most of them carry a smart-phone at all times and check it frequently. After a couple of semesters of use, though, the feedback from students strongly suggested that while they appreciated the ability to access the assignment on their phones and while the initial submission, especially the part that required them to indicate a particular choice such as “Domain” or “Problem”, could indeed be completed effectively on the phone, the discussion phase that follows the initial submission was much more challenging. It required, as we will see below, reading and thinking about the submissions of the other students in the group, possibly comparing them against each other and against the student’s own original submission, etc., which was not convenient on a small screen. Even the rationale that the student submits as part of the initial submission could be challenging to enter—without unintended mistakes introduced by auto-correct software!—on a small-format smart-phone. Hence, we abandoned the original smart-phone implementation and moved to a web-app intended to be used on a laptop or desktop; this new interface is used in Fig. 4. It shows S2’s Round 2 post. At this point, she has understood the key rationale for S1’s position and recognized the correctness of that position.

To summarize, S2 is required to consider posts made by each student in her group in the previous round and analyze its relation to her current position. S2 has to do this for her own post as well from that round. This is important because S2 may find the post(s) of one (or more) of the other students from the previous round so compelling that she changes her mind and no longer agrees with what she herself said in the previous round! She would do this by clicking the “Disagree”
button against her own previous-round post; her current-round post which she types into the window at the bottom should provide an explanation for why she no longer agrees with that position. In a real sense, this is the essence of conflict-driven collaborative learning: S2 had, in a previous round, a specific conception of the topic in question and posted that conception; similarly, other students in the group posted their (then-current) conceptions – without having access, at that point, to S2’s conception; and, in the next round, when S2 reads all the posts from the previous round, the ideas expressed in those posts force to reconsider her own conception. The same may happen to the other students in the group.

The system also enables the student to navigate to earlier rounds (to read the posts in those rounds and) return when done. This is useful since, occasionally, a student will want to go back and see exactly how the discussion had gotten to the current stage. The discussion will end after the specified number of rounds at which point the final submission round will begin. In this round, each student in G will be required to, individually, submit a summary of the discussion in G and her own final answer to the question. The student’s grade for the activity will depend only on this final submission. This means two things; first, there is no penalty for changing one’s answer since the grade depends on the correctness of the student’s final answer, not on what her initial answer was; in fact, there is a penalty for not changing the initial answer if it was, in fact, incorrect. Second, she had to be fully engaged in the group discussion since, otherwise, even if her final answer is correct, her discussion-summary would be of poor quality and her grade would suffer.

4 Experimental Results

The discussion in Section 3 focused on the rounds-based approach with the students in each group being anonymous, referring to each other only via the system-assigned labels, S1, S2, etc. CONSIDER also allows the instructor to choose the forum-based approach for the discussion. A forum-based discussion on CONSIDER is similar, in many respects, to forum-based discussion on tools such as Piazza (piazza.com). One important difference is that, in CONSIDER, it is still a discussion within a small group of 4–5 students; Piazza also allows the instructor to create similar small groups but the default that most instructors who use Piazza adopt is a forum that includes all students in the class. Perhaps even more importantly, in CONSIDER, the initial submission and the final submission phases are exactly the same whether the discussion is to be a rounds-based one or a forum-based one; only the discussion phase changes. This allows the instructor to form groups that include students with differing conceptions of the problem which is, of course, a key requirement of the approach. In a forum-based (henceforth FB) discussion, there is no notion of
a “round”, unlike the rounds-based (henceforth RB) discussion approach, elaborated in the last section. Instead, once the groups have been formed, each group engages in a discussion with each student posting as frequently or infrequently as she chooses; and the other students in the group see each post as soon as it is made.

A key question then is, which of these approaches, rounds-based or forum-based, is more effective in helping students develop deep understanding? In order to answer this question, we conducted an experiment in our junior-level course on programming language (PL) concepts. This course is similar to ones offered at other universities for these students. 27 of the 40 students enrolled in the class consented to participate in the research. One of those students did not participate in one of the two activities, so he was excluded from the analysis. The 26 students (participants) were CSE majors in their junior or senior year, in the age range 21–24. About 90% of them were white, others identified as Asians or Pacific Islander; some of the participants were mixed race. About 90% of the participants were males.

Type inferencing is a major part of Scala. This is a 2-part question.

1. Consider the following: “In some situations, the Scala programmer can omit all type information; in others, he/she has to provide some but not all; in yet others, complete type information (as you might in an equivalent Java program) has to be provided.” True or false?
   • If true, provide examples of each of the three cases.
   • If false, explain what part of the statement is false and why.

2. Do languages such as Ruby (or Python) use type inferencing?
   • If yes, explain how they do it along with some simple examples.
   • If not, explain why they do not do so.

Figure 5: Type Inferencing Question for the FB activity

The experiment consisted of two different topics of similar complexity. The forum-based (FB) activity (Figure 5) concerns what is called type inferencing in which the compiler for the language automatically deduces some or all of the information about the type of a given variable in the program. By contrast, in Java, this information has to be explicitly specified by the programmer. Type inferencing is expected to make programming faster – once the programmer is comfortable with how it works. This activity tries to get students to think about what exactly happens during type inferencing in the Scala system. For comparison, the activity also asks about Ruby and Python which are two languages that are quite different from Java/Scala; Ruby and Python are somewhat similar to each other and most (or all) students are reasonably familiar with at least one of them. The goal of including this part of the activity is to get students to go beyond what was explicitly presented in the class discussion. The correct answers to the two questions in this activity are that, indeed, depending on the situation, a Scala programmer may omit some, all, or none of the type information. And, for the second part, that Ruby and Python don’t use type inferencing in the same manner as Scala but there is something vaguely analogous that happens when the Ruby/Python program is executed (while type inferencing in Scala happens before the program is executed).
Some people carry polymorphism too far! Specifically, in the example of the Core interpreter, you might have a base class called Node that corresponds to all kinds of nodes that might appear in the abstract parse tree and have classes such as Prog, Decl, Stmt, etc. be derived classes of Node. Node will contain three abstract methods, Parse, Print, Execute. This is a bad idea because it can lead to some errors not being caught.

Choose one of the listed options and explain your choice.
1. I disagree! OO-polymorphism is a great idea and should be used whenever possible.
2. It is neither good nor bad; it is simply an alternative approach.
3. I agree this is a bad idea; for the precise reasons why, see my explanation.
4. I don’t know . . . I really don’t understand this entire topic. Help!

Figure 6: Polymorphism question for the RB condition

In the rounds-based (RB) condition, a question on polymorphism in object oriented languages was given (Figure 6). OO polymorphism is a key feature of object-oriented languages such as Java. Polymorphism is indeed a powerful technique and, when used in the appropriate context, it allows us to build very flexible systems while, at the same time, eliminating the possibility of certain kinds of errors caused by mismatched types from occurring during system execution; without polymorphism, the programmer is responsible for including detailed code that explicitly checks for these errors during execution and, if found, take suitable corrective action. At the same time, some developers go overboard and apply polymorphism in situations where its use is inappropriate with the result that the system becomes, in a sense, too flexible; i.e., it allows for the creation of components with structures that do not make sense for the given application. The question is posed in the context of a project the students have worked on throughout the semester, and hence are aware of the design issues.

Both activities were conducted as graded homeworks as part of the regular course and were worth equal points. In Phase-3 for both conditions, students were asked to submit their final answers to the same questions they discussed through the CONSIDER app. For both conditions (FB and RB), the initial and final answers were evaluated on a 4-point scale, and the difference in the two scores was measured. The difference between each student’s score for the final answer (post-test) from that for the initial answer (pre-test) gives a measure of improvement in learning. The adjoining table summarizes the pre- and post-test data from this study. A Gain Score Analysis was conducted on the pre- and post-test performance (Gain = Final Submission Score − Initial Submission Score). Shapiro-Wilk normality test on the two variables indicates that the data is not normally distributed. Therefore, a Wilcoxon signed-rank test, a non-parametric equivalent of the one-tailed $t$-test for within-subject data, is used. The analysis shows that the improvement in learning was significantly higher in the RB activity ($M = 0.62, Mdn = 0.25$) compared to the improvement in learning in the FB activity ($M = 0.27, Mdn = 0$), $r = −.38$, $p < .05$.

<table>
<thead>
<tr>
<th></th>
<th>FB Gain</th>
<th>RB Gain</th>
</tr>
</thead>
<tbody>
<tr>
<td>Mean</td>
<td>0.27</td>
<td>0.62</td>
</tr>
<tr>
<td>SD</td>
<td>0.41</td>
<td>0.84</td>
</tr>
<tr>
<td>Median</td>
<td>0</td>
<td>0.25</td>
</tr>
<tr>
<td>Min</td>
<td>0</td>
<td>−0.5</td>
</tr>
<tr>
<td>Max</td>
<td>1</td>
<td>2</td>
</tr>
<tr>
<td>Range</td>
<td>1</td>
<td>2.5</td>
</tr>
</tbody>
</table>
5 Conclusions and Future Work

The central theoretical idea underlying our approach is that socio-cognitive conflict between small groups of computing/engineering students in standard undergraduate courses and the attempt to resolve the conflict via discussions among the students (without participation by the instructor) can be very effective in helping the students develop deep understanding of the topic. We have developed a scalable, platform-independent web app that implements this approach which we used in a junior level computer science and engineering (CSE) course. We compared our approach against the prevalent forum-based discussions and found a statistically significant difference in students’ understanding of the topic discussed using our approach as compared to the prevalent approach.

While approaches based on the theoretical idea mentioned above have been investigated by many researchers starting with the classic work of Piaget on young children to the more recent work by Mazur and others in the development of the peer instruction (PI) approach in undergraduate STEM classrooms, our work, as detailed in the paper, extends that work in important ways by exploiting the facilities of online systems. While one advantage of the approach is that reduces or eliminates the need for devoting precious lecture time to the discussions, far more important is that it enables the discussion to be organized in ways that are simply not possible in classroom-based approaches such as PI; e.g., the ability to have students participate in the discussions anonymously, or the ability to allow a student to edit and improve a post she may have previously made before the other students in the group have access to it, etc. are possible only because of our use of appropriate online technologies. At the same time, our work also points in a number of important directions that can make the CONSIDER approach even more effective. In this section, we consider some of these questions and how we plan to address them in our future work.

A natural question that one might ask, especially given the increasing prevalence of online courses, is the possibility of applying the approach to such courses, possibly even to MOOCs. One central difficulty is that, clearly, the approach of forming the small discussion groups “by hand” simply cannot scale to handle such situations. So how do we ensure that groups can always be formed automatically? Consider again the software engineering example from Section 3. The version we used in the detailed description of the CONSIDER system required the student to address only the item related to the “range of visual and cognitive impairments that people suffer from” and specify whether it fell under the category of “domain”, “problem” or “solution”. In this case, if most of the students in the course chose the same answer as may indeed happen, it is not possible for the system to form groups automatically and the instructor is forced to intervene and form them by-hand. But what if the student were required to address all four of the items listed in the original “Homework”; in other words, for each of the four items, the student would have to specify whether the particular item fell under the category of “domain”, “problem” or “solution”. In this situation, the number of possible answer combinations is very large and the chances that most students will pick a particular one of those combinations is very low indeed; it can still happen if the homework is poorly designed, but otherwise it is an unlikely occurrence. So a natural extension of the CONSIDER approach would be to have the students indicate a choice for each of
those items. In our future studies, we would like to explore this option which will let the system automatically create groups of students with conflicting answers based on a combination of choices students make on related topics at the beginning of the activity, and allow the system to scale to large classrooms as well.

In conclusion, several of the online argumentation systems developed over past couple of decades (see [1, 12, 10]) are part of larger systems intended to help students, for example in high-school chemistry classes, to engage in collaborative knowledge construction, following principles of constructionism. As such, they often include elaborate graphical (and, often, video) facilities to enable students to engage in the necessary experimentation, literature search, etc. The entire course is often designed around the system in question. By contrast, CONSIDER is intended for use in standard undergraduate engineering courses to help students develop deep(er) conceptual understanding of the concepts and topics presented in lectures in the course in the standard fashion. Thus an engineering course that uses CONSIDER will look much like its non-CONSIDER counterpart; the only differences will be that the instructor for the CONSIDER course will post (some of) the “homework assignments” on the CONSIDER web-app; and the students in that course will complete those assignments also on the web-app. Thus, the approach should find acceptance among faculty teaching CSE or other engineering/STEM courses.

References


---

3This does raise a concern though. Students’ time (and willingness to work on homeworks!) is limited so if we required them to indicate these choices for each item and provide a rationale, etc., they may rebel! One possible way to address this might be to have all four items as part of the initial submission requirement but not for later discussion rounds.


